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Abstract—The software supply chain is a highly complex
ecosystem of tools, workflows, and human factors involved
in creating a piece of software. Due to its central role
in critical systems, it has become a frequent target of
sophisticated attacks. Prior work has focused primarily on
classifying attack vectors, but there is a gap in discussing
and understanding effective defenses. This paper proposes
a defense-oriented systematization of software supply chain
security that models the fundamental components and
causal relationships. Based on 76 works from academia
and industry, we define key security objectives and de-
fense patterns of established software supply chain defense
techniques. The goal of our taxonomy is to identify major
opportunities for future research, and aid software supply
chain practitioners when reasoning about the effectiveness
of defenses available today.

Index Terms—Supply chain security, Computer security,
Risk analysis, Software engineering, Data models, Authen-
tication, Integrity, Provenance

1. Introduction

Recent high-profile attacks on the software supply
chain (e.g., [23, 42, 45, 55, 66, 79, 142]) have motivated
governments [39, 165, 193] and industry associations to
develop frameworks to audit the Software Development
Life Cycle (SDLC) and validate open source and propri-
etary software (e.g., [26, 81, 83, 110, 129, 133, 134, 150,
154, 157]).

Although the research community has developed
detailed taxonomies of open-source software supply
chain attacks (e.g. [32, 49, 69, 92, 95, 98, 99, 130, 198]),
this adversary-centric perspective leaves practitioners
with two key challenges. First, these taxonomies rarely
specify the security objectives defenders should pursue
to counter identified threats. Second, they focus on
isolated stages of the supply chain, such as package
repositories or CI pipelines, ignoring the transitive and
interconnected nature of modern ecosystems, where a
single weakness can cascade throughout the chain.

As a result, the defense landscape is fragmented: ad-
ministrators scramble to adopt point solutions (SBOM
generators, secret scanners, sandboxed builders, etc.)
without clear guidance on how these tools interoperate
or where critical gaps remain.

In this paper, we focus on a defense-oriented sys-
tematization of software supply chain security. We in-
troduce AStRA, a graph-based model that treats a sup-
ply chain as a directed acyclic graph of principAls,
Steps, Resources and Artifacts. We then perform a
systematization of software supply chain defenses from
academic papers and the gray literature, classifying
each defense by what it protects, how it works, and
where it fits in the supply chain DAG. Our bottom-
up analysis reveals hidden interdependencies between
defenses and allows us to derive a set of fundamental
security objectives whose aim is to contain most docu-
mented software supply chain attacks. Further, we high-
light objectives with limited coverage and map them
to cross-cutting defense patterns that describe how a
defense technique meets its security objective.

As such, our paper builds on methods in [132]
and complements attack-oriented work [98, 130] by
providing an objective-driven framework to understand
and apply targeted defenses throughout the software
supply chain.
Positioning Relative to Prior Taxonomies. While
attack-oriented taxonomies provide valuable insight
into how systems are compromised by classifying ad-
versary techniques and vectors, they do not explicitly
define the security properties that defenses must guar-
antee, leaving practitioners to infer what protections
are required.

In contrast, our work takes a defense-oriented ap-
proach by deriving a set of security objectives that spec-
ify the guarantees a secure supply chain must satisfy,
independent of specific attacks. This enables reasoning
not only about individual mechanisms, but also about
coverage and gaps across the supply chain as a whole.

Prior work has explored related ideas in limited
contexts. for example, defining workflow-specific ob-
jectives [93] or enumerating safeguards [98], but these
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efforts either focus on particular environments (e.g., CI
systems) or catalog mechanisms rather than formaliz-
ing cross-cutting objectives. As a result, guidance in
practice is often expressed as collections of best prac-
tices (e.g., signing, MFA, sandboxing), without clearly
specifying the security guarantees they are intended to
provide. We instead distinguish between mechanisms
and objectives: best practices (e.g., signing, MFA, sand-
boxing) are mechanisms that describes how to defend,
independent of implementation, whereas security ob-
jectives define properties that must hold (e.g., non-
equivocation). Best practices are often technology- and
implementation-specific and may evolve as new tools
emerge. In contrast, security objectives capture guar-
antees that can be realized through different defense
mechanisms over time. This abstraction also allows
for flexibility when choosing techniques based on op-
erational context if they satisfy the same underlying
guarantees.
Our main contributions include:

• AStRA, a principled model of the software supply
chain. We formalize four core elements and their
causal relationships, allowing more precise repre-
sentation of and reasoning about transitive risk.

• An objective-driven defense taxonomy. We derive
fifteen foundational security objectives through
systematic evaluation of prevalent academic and
industrial mechanisms, and their properties.

• A unified systematization of defenses. Our anal-
ysis spans 76 techniques (e.g., transparency logs,
threshold signing) and specialized tools (e.g., con-
tainer isolation, provenance attestations), revealing
both overlaps and blind spots.

• Actionable insights and research directions. We
identify underexplored areas, such as DAG-level
integrity, usable signing workflows, artifact confi-
dentiality, and AI-generated code provenance, and
outline concrete opportunities for the community
to close these gaps.

• New scripts and datasets. We also make publicly
available the scripts we used to collect the papers
used in our systematization and our collected re-
sults https://github.com/TSELab/astra-artifacts

2. Systematization Methodology

Our methodology consists of two primary phases:
1) automated collection of academic databases using
keywords and a list of venues, and 2) a multiple-step
review and labeling process by at least two coauthors
of this paper.

2.1. Phase 1: Paper collection

Following guidelines for systematic literature stud-
ies [184], we collect a seed of papers using keyword
search and then use this seed to further expand the
corpus of work to study. To collect as much relevant
work as possible in this first phase, we filter the work
in the second phase, so we look for the term "supply
chain" and variations of it like "supply-chain" in secu-
rity conferences.

To ensure high quality and impactful research, and
given that an open query would result in an unman-
ageable number of papers (More than 1,850,000 results
as of 2025), we constrain our search to publications
within established computer security venues. We seed
our search with system security conferences with large
citation rates (citations/accepted papers), participant
rates (registered participants/accepted papers), and low
acceptance rates, as summarized in [199]. We list the
selected conferences in Table B in App. B. We then
use Google Scholar’s API and search for the conference
sources using keywords such as "supply chain"
source:"USENIX Security Symposium" as a
query to filter supply chain work presented at the
USENIX Security Symposium. For each paper, we
extract the title, authors, year, venue, abstract, ci-
tations, and URL. The results of this search, con-
ducted between February and June 2025, are compiled
into a single dataset of 671 potential software sup-
ply chain security papers. The collected papers can
be found in our shared repository https://github.com/
anonymous-eurosp/astra-artifacts.

An interesting anecdote from these results is that
we found citations that appear to be hallucinated by
an AI agent. In particular, Google Scholar has entries
with “supply chain" in the title but has no direct link to
the proceedings of the conference, and when we looked
at the proceedings of that year, we did not find the
collected publication.

2.2. Phase 2: Manual Filtering and Scope

Phase 1 resulted in more than 100 papers on the AI
supply chain and the hardware supply chain. We de-
liberately scope this study to the software supply chain
to provide a focused systematization of the defenses
within this rapidly evolving and practically impactful
domain. Although related areas such as the AI supply
chain and the hardware supply chain raise equally
important security concerns, including data poisoning,
model tampering, or hardware trojans, each involves
distinct threat models, stakeholders, lifecycle processes,
and technical challenges. These domains merit their
own in-depth systematization efforts to account for
their unique complexities and to avoid conflating fun-
damentally different ecosystems under a single frame-
work. Our goal is to provide clarity and structure to the
software supply chain security landscape while encour-
aging future but complementary SoK work that can do
the same for AI and hardware supply chain defenses.

Therefore, we perform various filtering passes, en-
suring that each paper is reviewed by at least two
authors who agree on the following questions:

1) Does the paper focus on the software supply
chain, rather than physical, hardware, or AI supply
chains?

2) Is software supply chain security a central topic
of the paper, rather than a peripheral motivation
(e.g., a security challenge) or a side note?

Disagreements between the reviewers were resolved
through discussion, with a third coauthor serving as tie-
breaker if needed to ensure consistency and minimize
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bias. Of the 671 papers from Phase 1, 98 of them are
marked as “relevant” by both reviewers. We then classify
these papers according to their core contribution to
supply chain security. We identify four main categories
as described below (see Table 1).

• Attack: If the primary contribution of the paper is
attacks on software supply chains.

• Defense: If the main contribution of the paper is
a new or newly applied defense mechanism.

• Analysis: If the paper evaluates the effectiveness
of existing security controls, policies, or practices
within the supply chain by conducting a mea-
surement study (e.g., the extent to which Android
applications update their third-party libraries) or
analyzing the security of existing defenses (e.g.,
using formal methods to evaluate a defense).

• Survey: If the paper provides a review, taxonomy,
or Systematization of Knowledge for existing work
in the area of software supply chain security.

TABLE 1. CATEGORIZED ACADEMIC REFERENCES (FILTERED +
EXTENDED).

Category References Count

Defense [14, 18, 29, 30, 37, 41, 50, 51, 54, 64, 65, 69, 73, 75,
77, 78, 84, 85, 88, 100, 106, 107, 112, 113, 115, 117,
119, 121, 122, 123, 128, 136, 147, 155, 160, 168, 174,
175, 179, 181, 185, 188, 189, 191, 192, 200]

46

Attack [19, 28, 31, 40, 70, 130, 143, 180, 194] 9

Security Analysis [20, 22, 34, 44, 46, 48, 57, 58, 71, 72, 76, 86, 87, 89,
90, 91, 92, 94, 101, 102, 103, 104, 105, 108, 109, 120,
124, 135, 137, 138, 139, 140, 148, 158, 159, 178, 182,
183, 196, 197, 198]

41

Survey [74, 98] 2

Extending paper selection. We select the 46 defense
papers identified in phase 2, and enrich our paper
selection by consulting industry forums, guidelines,
open source recommendations, and government re-
quirements. However, a systematic aggregator of gray
literature is not available, so we rely on the author’s
engagement with industry and government to select
adequate texts. Specifically, we selected work from
the Internet Engineering Task Force (IETF) [26], the
U.S. National Institute of Standards and Technology
(NIST) [33], the Center for Internet Security (CIS) [114],
the Linux Foundation [38], and large open source com-
munities [25, 96]. We also extend our selection of pa-
pers to include proposed systems (these may also be
published in top systems and networking conferences)
if they are mentioned in these guidelines. Similarly, we
identify tools and frameworks that instantiate proper-
ties outlined in these guidelines. This adds 6 papers
from industry literature, and 24 tools that were not
introduced via academic work, yielding a total of 76
defense-oriented works. The table containing these ad-
ditional works can be found in Table 4 in the appendix.

As the field of software supply chain research has
matured, we can see that surveys and SoKs started in
2023. As mentioned above, a previous SoK focused on
attacks [98], and a more recent one [74] focuses only on
docker attacks and defenses. Our goal is to complement
these previous efforts by focusing on defenses against

a wide range of supply chain threats. We elaborate
on trends in the distribution of software supply chain
research references in App. B.

3. Modeling the Software Supply Chain

The literature surveyed tells us that modern soft-
ware supply chains span numerous actors, tools, ser-
vices, and artifacts distributed across organizational
and administrative boundaries. Understanding the se-
curity of how software is created, transformed, vali-
dated, and released requires more than simply iden-
tifying individual vulnerabilities; it requires evaluating
defenses, reasoning about transitive risk, diagnosing
compromises, and understanding how different com-
ponents interact.

Specifically, stakeholders ask software supply chain
security questions such as: Which elements influence
a given artifact? Where are trust boundaries crossed?
How does a compromise in one part of the ecosystem
propagate to others? And how do different defenses
address key security goals?

Addressing these questions requires a precise model
of the structure and behavior of the supply chain.
Graph-based representations help capture the relation-
ships among code dependencies, build steps, and hu-
man actors, enabling the analysis of transitive risks
and potential attack paths. Two such representations
dominate the literature: dependency graphs and flow
graphs.

Dependency graphs map the relationships between
software components based on reliance and consump-
tion at a single point in time t . In a dependency graph,
the nodes represent packages or components, and the
edges represent “artifact adjacency”, that is, one artifact
depends on or includes another [32, 46, 49, 120, 180,
198, 201]. Of note, dependency graphs are speculative,
for most dependencies are not resolved until an arti-
fact propagates through the chain. A good example is
package dependency networks, which rely on a package
manager to carry out dependency resolution to identify
the best candidates at the current time t .

In contrast, flow graphs focus on representing the
sequence of transformation steps that result in the
creation of a software artifact – often likened to a CI/CD
pipeline or development lifecycle [71, 80, 116, 117, 169].
Here, nodes represent build steps, processes, or stages
(such as compile, test, package, deploy), and directed
edges represent the sequence or data flow between
these stages.

However, these abstract models are insufficient for
reasoning about supply chain security because they fail
to capture how actions taken by one element influ-
ence the next. Consider an attack on a CI/CD pipeline
where a compromised build runner injects malicious
code during compilation. A dependency graph cannot
represent this scenario: artifact adjacency remains un-
changed – the same package depends on the same
libraries – yet the resulting artifact is malicious. A flow
graph performs only slightly better: it captures the
“build step” but cannot express which resource carried
out the step, which principal authorized it, or why the
resulting artifact deviated from expectations.
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Both models lack the notion of causality: i.e., they
cannot represent that a specific action, performed by
a specific actor using a specific resource, directly or
indirectly, caused a compromise. Without reasoning
about causality, neither model can explain how a com-
promise propagates: whether an attack originated from
a poisoned dependency, a misconfigured CI service,
a stolen credential, or a removed validation step. As
shown in other domains, such as root-cause analysis for
intrusion detection [68], this missing causal structure is
precisely what prevents these models from supporting
post-mortem analysis, transitive risk reasoning, and
principled defense evaluation.

3.1. A Causal Supply Chain Model

To address these limitations, we introduce a new
causality model for the supply chain, which we call
AStRA. AStRA treats the entire software supply chain as
a directed acyclic graph (DAG) of four element types:
Principals (e.g., people or organizations), Artifacts (e.g.,
code or artifacts produced/consumed), Resources (e.g.,
tools, services, infrastructure), and Steps (e.g., actions
or operations). Edges in this graph represent causal
links: Principals use Resources; Resources carry out
Steps; and Steps consume input Artifacts and produce
output Artifacts. This forms an actor-artifact graph that
richly encodes who did an action with what resource,
leading to what artifact.

This causal graph expands traditional dependency
graphs, which only show artifact-to-artifact relation-
ships, and beyond flow graphs, which show step se-
quences without tying in the human or resource re-
sponsible for an action. By including actors and distin-
guishing “active” nodes (such as build systems, signing
services, compilers) from “passive” nodes (code, bina-
ries, configurations), AStRA can represent the context
relevant to security that earlier models miss. For in-
stance, in-toto’s [168] layout model records steps and
their materials, but does not explicitly differentiate
whether a given input was a piece of source code or a
compiler program – AStRA makes that distinction clear
by labeling the latter as a Resource.

When evaluating the design and effectiveness of
software supply chain defenses, understanding how a
malicious artifact, for instance, can be introduced is
essential (via a compromised dependency artifact or via
a compromised build tool resource?). Thus, we leverage
AStRA to systematize software supply chain defenses in
a way that makes causality explicit. This model will also
help us systematize the defenses.
AStRA example. Figure 1 shows a software supply chain
DAG structure that covers three common steps:

Source is the initial phase, which involves the cre-
ation and editing of the source code for the final ar-
tifact. This code is typically stored and managed in a
repository hosted on platforms such as GitHub [11].

Build refers to the process of transforming input
artifacts (source code) into output artifacts (e.g., a bi-
nary). The resources used to carry out this step often
consist of a developer’s local machine or a cloud-based
CI/CD service.

Package is often the final step in which the output
of a build process is “packaged” to facilitate “pub-
lishing” the final artifact for use by others. Package
artifacts can be found in ecosystem-specific package
managers like PyPI (Python Package Index) or NPM
(Node Package Manager).

Note that more complicated structures often exist
and may include steps to validate the behavior of an
artifact (e.g., by means of running a test suite on a
binary), or perform security-related tasks (e.g., code
signing). However, all steps carried out in the chain
can be represented as a specific DAG structure of the
elements introduced above.

To illustrate the practical application of our frame-
work, we use the scenario in Figure 1 as a running
example throughout this paper. This scenario repre-
sents a Containerized Microservice Build Pipeline. In
this context, the Principal is represented by a Developer
(Alice), the Steps include ’Compile’ and ’Containerize’,
the Resources consist of the GitHub Actions Runner,
and the resulting Artifacts are the Source Code reposi-
tory and final Docker Image.

We validate AStRA’s fidelity and generality in Ap-
pendix A (as well as showing how AStRA can be used
to model popular supply chain failures). In particular
we show an application of our tool to model the supply
chain for 990 debian builds in Figure 5.

3.2. Threat Models

By formalizing these four elements, we can precisely
define the threat landscape. We summarize the threat
model for each element, plus the DAG structure itself:

Threats to principals aim to subvert the authentica-
tion and authorization process by stealing or reusing
credentials [130], or by exploiting overly privileged
roles [92]. A compromised principal can authorize ma-
licious steps downstream: such as approval of a tam-
pered build [141], altering a critical artifact [66], or
modifying CI logic while remaining indistinguishable
from a legitimate principal [120].

Artifacts are targets for tampering during cre-
ation [28], in transit [32], or maliciously substituted
after caching or redistribution [67]. These attacks ex-
ploit the fact that artifacts are frequently reused across
packages and systems.

Threats to resources seek to change a resource’s in-
tended behavior during a step, or abuse over-privileged
execution environments to perform unauthorized ac-
tions [70]. Because resources are often reused across
different steps and supply chains, compromising them
can have wide reaching effects across the supply chain
graph [171].

Threats to steps aim to modify the behavior of a
step to operate in an unexpected or unauthorized way
like running malicious builds [130, 141] or to conceal
attacks on related supply chain elements. Manipulated
step parameters (e.g., altering configuration flags to dis-
able security checks [79]) is a common threat. Attackers
can also compromise a step via any other element, e.g.,
using a compromised compiler resource [10].

Finally, threats to the supply chain DAG aim to
add or remove vertices or edges to alter the flow and
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Figure 1. Software supply chain DAG structure example that consist of three standard steps: sourcing, building, and packaging.

outcome of a software supply chain. Real-world ex-
amples include removing an artifact from a package
manager [127], or adding a malicious package during
the creation of a Docker image [27]Another form of
structural manipulation omits critical steps. For ex-
ample, misconfigured GitHub Actions workflows allow
untrusted pull requests to trigger a publish step without
validation (e.g., tests or reviews) [92], enabling attackers
to propagate malicious artifacts.

Insight 1: Each software supply chain element (incl.
the entire DAG structure) presents an attack vector
with a unique threat model. While threats target
standard security expectations (i.e., confidentiality,
integrity, or availability) of the different elements,
practitioners and researchers lack a unified frame-
work for reasoning about the effectiveness of defenses
against these threats.

4. Defense Systematization

We organize the defenses in our corpus using AS-
tRA (§3), categorizing each technique by the security
objective it addresses and the supply-chain element it
protects. This structure allows us to compare defenses
across objectives and identify recurring patterns that
reveal both overlaps and gaps in the current landscape.
Table 2 summarizes the four dimensions of our taxon-
omy.

• Defense Technique: The specific technical mecha-
nism or approach used in the defense; techniques
are often well-established in other areas of security,
but newer to the supply chain.

• Security Objective: The primary security goal that
a defense technique is meant to achieve.

• AStRA Element: One of five classes of participants
in the software supply chain (§3) that a defense
targets, i.e., principals, artifacts, steps, resources
and the overall DAG structure.

• Defense Pattern: How the defense implements a
particular security objective based on established
security control types [187].

To organize our systematization, we enumerate se-
curity objectives for each AStRA element: P# for prin-
cipals (§4.1), A# for artifacts (§4.2), R# for resources
(§4.3), S# for steps (§4.4), and T# for the supply chain
DAG structure (§4.5). Under each security objective, we

then discuss existing defense techniques that achieve
the objective and their effectiveness. The order in which
we discuss the elements is based on our insight that
several approaches build on top of defenses for the
preceding elements (our order also follows the rows
in Table 2); for example, as resources encompass both
tool artifacts and services, defenses for resources builds
upon artifact defenses.

4.1. Defending Principals

As in other systems, supply chain security begins
with principal authentication and authorization. The
defenses we observe are focused on protecting, de-
tecting, and reducing authentication and authorization
failures.

To ground these concepts, we utilize the running
example from Figure 1, where a Developer (Alice) acts
as the primary Principal. Throughout this section, we
illustrate how these defense patterns apply to Alice’s
interactions with the build system to mitigate unau-
thorized access and tampering.
P1 - Credential reuse limited. Limiting the validity of a
credential by time or use reduces how long an attacker
can exploit it.

Ephemeral credentials constrain the window of
compromise by limiting the time frame during which
a credential is valid [38]. The most common form
used in the software supply chain today are short-lived
certificates [167], digital certificates used to authenti-
cate a remote party that have a short validity period,
i.e., they expire after a short period of time (e.g., a
few minutes [153] to a few days [167]). For instance,
Sigstore’s Fulcio [150, 151] provides a framework for
issuing short-lived X.509 certificates for code signing to
curb the impact of compromised software distribution.
P2 - Credential compromise detected. A key objective
for securing principals is detecting whether credentials
have been leaked, replaced, or misused.

Secret scanning analyzes resources searching for
unintentionally exposed credentials and cryptographic
secrets [38]. Trufflehog [170], for example, is capable
of identifying different types of leaked secrets on re-
sources like git repositories and local file systems. Key-
Sentinel [200] improves secret scanning accuracy using
machine learning and semantic analysis.

Credential transparency typically relies on a
database backed by a Merkle tree referred to as a trans-
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TABLE 2. SUPPLY CHAIN DEFENSE TECHNIQUES CATEGORIZED BY ASTRA ELEMENTS, SECURITY OBJECTIVES AND DEFENSE PATTERNS. DENOTES A

TECHNIQUE THAT MEETS AN OBJECTIVE AND FALLS UNDER A DEFENSE PATTERN. DENOTES CONDITIONAL/LIMITED FULFILLMENT. " DENOTES A

POTENTIAL CONFLICT WITH OTHER OBJECTIVES. ✓DENOTES A DEFENSE TECHNIQUE THAT WAS DEVELOPED SPECIFICALLY FOR THE SOFTWARE SUPPLY

CHAIN. TABLE 5 IN APPENDIX C CONTAINS OUR COMPLETE CORPUS.
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Principals P1 P2 P3 P4
ephemeral credentials [121]
secret scanning [200]
credential transparency [121] [1]
role separation [92] [62, 126]
multi-factor authentication [195]
separation of privilege [38]
threshold authorization [121, 168]

Artifacts A1 A2 A3
hashing [175]
artifact signing [121] [60, 61]
metadata signing ✓ [88] [47]
artifact transparency ✓ [113, 121] [133, 150]
ledger-based systems [18]
static analysis [77, 78, 100] [162]
patch propagation ✓ [50, 106, 107] "
dynamic analysis [75, 136, 174] "
ML-based analysis [84, 85, 147] "

Resources R1 R2 R3
mandatory access control [38, 172]
filtering [14] [52]
virtualization [69] [13, 173]

Steps S1 S2 S3
deterministic steps ✓ [41, 119, 191]
step transparency ✓ [168] [24, 81]
step consensus ✓ [54, 123] [26]
static analysis [112, 188]
ML-based analysis [73]

Supply Chain Structure T1 T2
supply chain layout integrity ✓ [168]
supply chain reproducibility ✓ [191]

parency log, which makes any changes to the contents
of the log easily detectable. Sigstore [150] implements
this approach for the software supply chain by provid-
ing a specification and framework to leverage certificate
transparency [1] and audit the validity of Fulcio-issued
code signing certificates. Some implementations [121]
also preserve some security properties so long as there
is one honest principal, providing additional reliability
in the face of compromise (see P4).

P3 - Credential authority limited. Several techniques
restrict the scope of a credential to increase the effort
required to abuse a compromised principal.

Role separation limits each credential to a defined
set of tasks by grouping principals according to their
function in the supply chain [33, 38, 92]. By minimizing
shared authority, it reduces opportunities for interfer-
ence and enforces least privilege.

Platforms such as GitHub implement role-based
repository permissions [62], and package managers
such as npm apply similar role models [126].

Multi-factor authentication (MFA) requires prin-
cipals to authenticate using at least two credential
categories. Following industry software supply chain
best practices [38], major package managers [125] and

version control systems [63] adopted two-factor au-
thentication.

Most MFA integrations [63, 125] in the supply chain
leverage one-time passwords (OTPs) and physical keys
(e.g., Yubikeys [195]) to limit credential reuse (P1).
P4 - Multiple principals required. To limit the im-
pact of a compromised or malicious principal, some
defenses require that sensitive tasks be authorized or
executed by multiple independent principals.

Separation of principal privilege requires more
than one principal to authorize a step, preventing any
single actor from holding full authority. A common
industry-recommended practice [38] is two-person
code review, in which at least two qualified reviewers
must approve changes before they are merged. This
reduces the risk of undetected issues and mitigates
malicious contributions from malicious principals.

Threshold authorization divides the credential or
signing capability for a step across n principals, requir-
ing a quorum to complete the operation. This not only
raises the bar for unauthorized access, but also limits
the authority of any single credential(P3).

The in-toto framework [168], implements threshold
models to maintain integrity even if some principals
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are compromised. Sigstore [121] similarly recommends
threshold signing to reduce the likelihood that a com-
promised key can be used to release tampered artifacts.

Insight 2: Protecting principal authentication and
authorization is the first line of defense for the
software supply chain. A combination of principal
defense techniques seems necessary to significantly
enhance overall supply chain security, with practical
implementations available to meet most security ob-
jectives.

4.2. Defending Artifacts

Artifacts are the unit of exchange in the software
supply chain. Attacks focus on surreptitiously modifying
or replacing an authentic artifact with a compromised
one.

In our running example Figure 1, the primary Arti-
facts are the Source Code and the final Docker Image.
As the Source Code is transformed by the Build Step,
defense patterns are applied to ensure that the resulting
Docker Image accurately reflects the audited source and
that its provenance is cryptographically verifiable by
downstream consumers.
A1 - Artifact changes detected. A core objective is
detecting tampering with artifacts at rest, in transit, or
in memory.

Hashing uses cryptographically strong hash func-
tions (e.g., SHA-256) to detect bit-level changes. Be-
cause collisions are extremely unlikely, hashing enables
artifact identification and content matching [33, 38,
156] in settings such as source code [59] and package
repositories [43]. However, hashing alone only partially
satisfies A1 [17, 169]. If an attacker can replace a pub-
lished artifact, they can typically replace its checksum
as well. For instance, an attacker who can replace a
published artifact on a website is likely able to also
replace the checksum. In fact, given that these check-
sums are distributed through the same channel as
the software artifact, any compromise of the channel
subverts the integrity guarantees of hashing.

Artifact signing generates a digital signature over
the contents of a software artifact (e.g., a package). A
range of algorithms are used in practice: Sigstore [121]
and Microsoft Authenticode [163] use x.509 certificates
to sign OCI containers and device drivers, while De-
bian and Maven rely on GPG signing [43, 56]. Version-
controlled code, such as GitHub repositories, also com-
monly uses GPG signatures [60, 61]. Because signature
verification relies on trust metadata delivered through a
separate channel, signing mitigates many of the weak-
nesses of hashing. Still, tampering with metadata can
circumvent integrity guarantees even for signed arti-
facts [32, 169], meaning artifact signing only partially
fulfills A1.

Metadata signing extends these protections to
metadata (e.g., file creation time), preventing attack-
ers from manipulating metadata as an additional at-
tack vector. A widely deployed implementation is The
Update Framework (TUF) [145], which signs package
repository metadata and uses role separation (see §4.1)
and publicly visible “freshness claims” [145] to provide

a degree of artifact non-equivocation (see A2). Other
variants of TUF exist for IoT and Automotive, notably,
Uptane [88].

Similarly, signing Docker container manifests [47]
transitively signs both the manifest and its associated
metadata (e.g., layers, size, checksum). Combined with
artifact signing, metadata signing can make unautho-
rized artifact changes fully detectable.
A2 - Artifact non-equivocation. This objective ensures
that all principals observe the same artifact produced
and consumed by a step.

Artifact transparency uses transparency logs to pro-
vide a verifiable history of an artifact’s changes over
time. This makes artifact tampering and surreptitious or
compromised releases detectable (A1), but the degree
of transparency depends on the log’s deployment (local
or public). Because credentials are a special case of ar-
tifacts, this mechanism naturally generalizes credential
transparency (see §4.1).

Examples include Scorecards [133], which analyzes
source repositories for security-related practices and
assigns a security posture score [38]; Firefox’s Binary
Transparency [5], which published signed binaries in a
public log; and Sigstore’s Rekor log [152], which records
a wide range of artifacts, including signatures them-
selves, in-toto attestations [3], software bills of mate-
rials, and other arbitrary binary blobs. Speranza [113]
takes a privacy-preserving approach by using anony-
mous credentials and zero-knowledge proofs so that
only authorized signers can produce valid signatures
without revealing their identities.

However, transparency logs are vulnerable to fork
attacks unless supplemented with additional monitor-
ing mechanisms [161]. As a result, artifact transparency
alone only partially satisfies A2.

Ledger-backed systems strengthen non-
equivocation guarantees by using distributed ledgers
(DLs) to make tampering and omissions globally
visible. The ledger’s append-only structure and
consensus protocol provide strong tamper-detection
properties (A1). Contour [18], for example, leverages
Bitcoin’s ledger to help users detect these attacks.
A3 - Expected artifact behavior enforced. Defenses
under this objective ensure that artifacts behave as
intended.

Static analysis is used to identify suspicious com-
ponents such as installed packages (e.g., by detecting
a vulnerable dependency), or vulnerabilities that may
be introduced transitively (e.g., a statically compiled
vulnerable library [38, 156]). At the core of these ap-
proaches lies a mechanism for evaluating artifact rep-
resentations, such as an abstract syntax tree (AST) or
binary code (e.g., [162]).

Some systems [95, 117] use static taint analysis to
trace flows through artifacts such as PHP web applica-
tions and GitHub Actions workflows, identifying risky
execution paths and misconfigurations. Others detect
abnormal code behavior in specific language code (for
example, [99, 147] focus on Java). CodeQL-based anal-
ysis [64] identifies malicious JavaScript patterns (e.g.,
suspicious API usage).

Static comparison of source code and correspond-
ing published artifacts [175] can reveal unautho-
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rized modifications introduced during build or release
(A1). Recent work also explores vulnerability detec-
tion via feature classification of reused code compo-
nents [185], and static analysis is increasingly embed-
ded into DevSecOps workflows for automated risk en-
forcement [51].

Patch propagation builds on static analysis to gen-
erate and apply source code patches that propagate
security patches to forked codebases [107]. Similarly,
VFCFinder [50] and SPatch [106] use symbolic code ex-
ecution and natural language processing, respectively,
to identify, generate and apply patches to source code.
Unlike direct static analysis techniques, patch propaga-
tion not only detects anomalous behavior but also aims
to correct it.

Dynamic analysis FieldFuzz [30], 5G-Spector [181],
and FV8 [136] dynamically analyze artifacts rang-
ing from automation runtimes and cellular infrastruc-
ture to JavaScript packages, revealing threats in third-
party components. Hybrid analyses combine static
and dynamic signals: DECAF [37] removes unused
firmware while preserving runtime correctness; Rapid-
Patch validates automatically generated firmware hot-
patches [75]; DONAPI [77] detects malicious npm pack-
ages by integrating static graphs with runtime traces;
and [128] identifies subtle API misuse in third-party
libraries.

Machine learning (ML) based analysis is an emerg-
ing line of work. Jarhead [147] combines static analysis
and ML to classify Java packages as benign or malicious.
Ladisa et al. [100] and Latch [189] apply tree-based
models to detect malicious npm and Python packages.

Active Learning and Regeneration (ALR) systems
such as HARP [174] and Up2Dep [122] detect abnor-
mal application behavior—such as suspicious file sys-
tem changes or global state manipulation—by model-
ing expected functionality in a controlled environment
to avoid learning malicious patterns. These models
can regenerate vulnerability-free versions of libraries
in JavaScript and C/C++. Recent work [192] also uses
large language models to learn semantic patterns that
distinguish benign from malicious source code, even
across varied coding styles and obfuscation techniques.
Although dynamic and ML-based techniques can effec-
tively enforce expected behavior, their ability to rewrite
or regenerate code or binaries may conflict with the
detection of artifact changes (A1).

4.3. Defending Resources

As described in §3, resources are themselves soft-
ware components, i.e., they are created through their
own software supply chains. This means that many se-
curity objectives that apply to resources may be met by
artifact defenses (see §4.2). At the same time, because
resources are used to carry out (parts of) a particular
supply chain step, we identify additional security objec-
tives specific to resources, which pertain to mitigating
execution-time risks.

For a resource to operate, it typically requires auxil-
iary resources and artifacts, which we generally refer to
as the execution environment. Depending on the type
of resource, it execution environment may be defined

at various levels of granularity ranging from an intra-
process unit (e.g., thread or domain), to an application,
to a virtualized environment (e.g., container or VM), to
an entire system running on a hardware platform. Thus,
to reduce risks in resources we must protect different
aspects of execution environments.

In our running example Figure 1, the primary Re-
source is the GitHub Actions Runner. By applying de-
fense patterns to this resource, we ensure that the
environment used to execute the ’Compile’ step is
authenticated and hasn’t been tampered with before
the process begins.

The Log4j vulnerability highlights the supply chain
risks associated with widespread use of open-source
dependencies as resources. In December 2021, a vul-
nerability was discovered in the log4j utility, which
that enabled remote attackers to inject and remotely
execute code through log messages. After its discovery,
millions of attempted exploits, many of which turned
into successful denial-of-service (DoS) attacks [171].
R1 - Resource privilege limited: Limits the operating
privileges a resource is granted to only those needed
to carry out a step within its execution environment.
This objective is equivalent to P3 aiming to reduce risk
within the context of an authorized step.

Mandatory Access Control (MAC) enforces a non-
discretionary, global access policy which enforces mul-
tiple levels of security for operations resources per-
form [144]. As such, MAC can be used to meet objective
(R1) as a compromised resource can be prevented from
performing an unauthorized operation by default.

One way these defenses may help reduce software
supply chain risk is by running a kernel-level MAC
system like AppArmor [172] or SELinux [8] to control
which operations (e.g., read(), mount()) a CI/CD or
build resources may perform on artifacts [38].
R2 - Environment interfaces restricted: Restricts the
access points to and from a resource’s execution envi-
ronment.

Filtering techniques intercept accesses at a par-
ticular environment interface controlling the level of
interactions between internal and external resources.
HODOR [179] applies combined static-dynamic call
graph analysis to enforce thread-specific seccomp
syscall filtering in Node.js, limiting resource privileges
R1 and restricting environment interfaces R2 , with
partial enforcement of execution boundaries (R3). De-
fenses such as eBPF [52] provide programmable filter-
ing of a variety of kernel-level interfaces (e.g., network,
system calls), which also enables enforcement of MAC
policies for specific resources running on a system
(R1, R2). While eBPF [52] executes within an isolated
environment within the kernel, we do not consider
this sufficient to meet R3 because boundaries are only
enforced around the defense mechanism itself. Nati-
Sand [14] similarly applies eBPF, and other techniques
to sandbox native modules in JavaScript runtimes, en-
forcing syscall-level policies to restrict untrusted depen-
dencies.
R3 - Environment boundaries enforced: Explicitly de-
fines and enforces the boundaries of a resource’s exe-
cution environment. This objective aims to prevent any
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interference between different resource environments,
even in the face of any fault or compromise.

Virtualization creates an abstract execution envi-
ronment in which resources share common underlying
hardware and software components without needing
to be aware of other environments [53]. Software vir-
tualization techniques establish boundaries based on
specific common properties or conditions shared by
resources that are typically enforced by privileged soft-
ware (R3). Hardware virtualization approaches (e.g., [13,
173]), on the other hand, are designed to enforce strong
boundaries and controlled I/O interfaces using ded-
icated CPU features (R2, R3). Virtual machines are
very commonly used in the software supply chain to
implement strongly isolated execution environments
for resources such as CI/CD runners [69].

4.4. Defending Steps

Steps represent software development actions or
operations that principals carry out on artifacts by use
of resources. Generally, step risks depend on whether
risks to principals, resources and artifacts in a step
have been addressed. For example, compromising a
principal who is authorized to carry out a step leads
to a compromised step.

Yet, even with reduced risks to principals, artifacts
and resources, steps may still face risks related to the
invocation or operation of the step.

In our running example Figure 1, the primary Steps
are ’Compile’ and ’Containerize’. By applying defense
patterns to these steps, we ensure that the transfor-
mation from Source Code to Docker Image is isolated
from external interference and that the process itself
produces verifiable evidence of its execution.

While most of the approaches we evaluate target
build and packaging steps, their design principles and
properties can be applied to other steps in the software
supply chain. These mechanisms fall within two major
categories: Preventative and detection approaches.
S1 - Expected step behavior enforced: The expected
step behavior is well-defined and cannot be altered
once triggered. Ensuring correct step behavior may be
achieved by the correctness of the resource(s) used to
carry out a step.

Deterministic steps follow patterns that prevent
sources of entropy from influencing a steps’ behavior
or outcome (S1). For instance, Courtès et al. [41], de-
scribes how GUIX ensures correctness via source-to-
binary mapping.

Navarro-Leija et al. proposed DetTrace [119], a re-
producible container abstraction that enables repro-
ducible software builds, among other use cases. To
this end, DetTrace controls the influence of a system’s
behavior, such as naturally noisy system calls (e.g.,
clock_gettime) that would introduce nondetermin-
ism into a step (S1).

Static analysis Other approaches apply static tech-
niques to model authorship fingerprints in compiled
binaries [112], match recurring vulnerability fixes via
semantic equivalence [78]. Static analysis has also be
applied detecting missing verification steps in firmware

update mechanisms [188]. Since static analysis tech-
niques tend to be domain-specific and require a sep-
arate enforcement mechanism, however, this approach
only partially enforces expected artifact behavior.
S2 - Step operation recorded: The identities of princi-
pals, artifacts used and produced, and resources used,
are recorded. Further, a step provides faithful informa-
tion about its operation.

Step transparency provides information about any
aspect of a step’s operation to provide visibility into
all aspects of a step (S2). A prominent type of step
metadata are Software Bills of Materials [164] for their
use in software supply chain compliance [193]. Their
main goal, while not authenticated, is to convey infor-
mation about artifact composition, software “pedigree”,
and quality, complementing other operational metadata
such as SLSA Provenance [154].

One of the earliest proposals to capture step op-
erational metadata was in-toto [168] via a primitive
referred to as Links. in-toto Links are authenticated
documents describing the input and output artifacts to
a step, the command executed during a step, and any
step byproducts such as return value or error messages.
Using principal and artifact defense mechanisms allows
in-toto to also detect tampering with any aspect of the
step (S3).
S3 - Interference with step detected: Detects attempts
to tamper with or otherwise interfere with the expected
behavior of a step. Detecting attempts to present dif-
ferent versions of the same step to different principals
provide the stronger global non-equivocation property.

Step consensus relies on the repeatability and/or
visibility of a step to enable multiple parties to de-
termine jointly if a step has been tampered with (S3).
That is, if different parties obtain different metadata or
results for a given step, then the step is assumed to
have been tampered with.

Approaches such as the IETF Supply Chain Integrity
Transparency and Trust (SCITT [26]) framework and
Ferraiuolo et al. [54] provide global (S2) and (S3) prop-
erties using mechanisms like distributed ledgers and
transparency logs to expose policy decisions as part of
the metadata recording and publication process.

Nikitin et al. proposed CHAINIAC [123], for in-
stance, provides strong tamper-detection guarantees
for software updates through a novel data structure
called a skipchain (i.e., the merging of a skiplist and
a blockchain). CHAINIAC detects step tampering in
two stages. First, a group of build services re-runs a
particular build step. Then, they validate the resulting
binary, and only commit it into the skipchain if the
builders reach consensus over the binary.

As CHAINIAC skipchains contain a cryptographi-
cally verifiable log of all released binaries, the approach
also helps different parties ensure that they all have
the same view of the software updates over time (the
stronger non-equivocation property of S3).

4.5. Defending Supply Chain DAG Structure

The left-pad incident [146], in which the package’s
removal from the npm repository broke downstream
build steps that use it as a dependency, exemplifies the
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risks propagated via the relationships between supply
chain elements. While previous sections cover individ-
ual supply chain elements, a small number of software
supply chain defenses focuses on maintaining and se-
curing their transitive relationships.
T1 - DAG changes detected. To validate the integrity of
relationships between elements, changes to the struc-
ture of a supply chain DAG, i.e., additions, removals
or reordering of individual elements, can be made
detectable.

Supply chain layout integrity enables principals
to detect whether all steps were performed in the
expected order, whether they were carried out by the
expected principals, and if artifacts were modified be-
tween steps. This approach first introduced in Torres-
Arias et al. [168] reduces the risks of added, removed,
or reordered steps.

Using a primitive called layouts, in-toto [168] im-
plements this approach by requiring project owners
or maintainers (a principal role) to pre-define the set
of steps to be performed, the principals authorized to
perform each step, and the expected consumed and
produced materials for each step, a priori. Given an
in-toto layout document authenticated by the expected
project owner, and step metadata is available (see §4.4),
interested principals can validate that an artifact was
produced following the expected layout.

Beyond package dependency graphs, few mecha-
nisms exist today to analyze the security and integrity of
supply chain DAGs. More human-centered research is
needed to understand how practitioners configure soft-
ware supply chains DAGs, including all their elements,
enabling a deeper understanding of how structural risks
surface, and efforts to establish standard, robust DAG
structures.
T2 - Consistent results. Checking whether a set of
steps performed on artifacts in a specific order always
produces consistent results can confirm the correctness
of a DAG. Techniques that check for exact matches in
final artifacts provide the strongest form of consistency.

Supply chain reproducibility, first proposed in the
1990s, seeks to detect whether a particular sequence
of steps always produces the same results. In practice,
reproducibility relies on the chaining of techniques for
individual steps like deterministic builds (§4.4), which
ensure that a particular step, such as build, always
produces the same bit-for-bit result. By enabling down-
stream principals to repeat a sequence of upstream
steps, upstream producers enable their consumers to
also detect changes in the supply chain DAG for their
product artifact.

As discussed in [57], most prior work has focused
on addressing the technical challenges of reproducibil-
ity; more human-centered studies on the daily chal-
lenges of achieving and maintaining reproducibility are
needed to improve adoption and lead to consistent
supply chain DAGs.

Insight 3: We identified 13 security objectives for
the core software supply chain elements (principals,
artifacts, resources steps), and two extra objectives at
the DAG structure level.

4.6. Prevalent Defense Patterns

Through our systematized security objectives and
defense techniques, we observe prevalent strategies to
how software supply chain defenses address risk across
different elements. Thus, we derive six defense patterns,
which we group into three general security control
types [187].

More formally, a defense pattern describes the
scope, context and outcome of a defense technique.
That is, the security objective and target of a de-
fense technique (its scope) commonly dictate when and
where in the supply chain it must be implemented (its
context). A defense technique’s scope and context, in
turn, affect its outcome, i.e., the time when a particular
supply chain risk is identified and the extent to which
it is mitigated.

We map our objectives in the taxonomy to the
defense patterns in the last column group of table 2.

4.6.1. Detective Defenses
Approaches in this category are reactive as their

outcome is that supply chain participants retroactively
determine whether a threat occurred in the past. Such
defense techniques are typically separated into two
components: 1) a monitor or observer that collects
security properties or behaviors of a supply chain ele-
ment, and 2) a validator that is responsible for examin-
ing or verifying the collected supply chain information
as at a later point in time. In the event a threat has
occurred, the information collected by the monitor can
serve as evidence to detect the problem and alert supply
chain participants.

Transparency defenses have the goal of making
any property about a supply chain element visible and
verifiable by software supply chain principals.

All defenses that detect principal credential com-
promise (P2) offer transparency because they reveal
confidentiality or integrity issues. Similarly, the ob-
served artifact equivocation (A2) defenses, which pro-
vide artifact transparency, aim for supply chain ele-
ments to have the ability to recognized when their views
of an artifact diverge. Step transparency defenses record
step operation information (S2), making software sup-
ply chain processes visible.

Integrity techniques seek to enable software supply
chain principals to verify that a supply chain element
is authentic, and compare two supply chain elements
are equivalent.

Credential transparency not only provides enhanced
auditability of principal credential usage, but also cre-
dential integrity by making mis-issued or tampered
credentials detectable (P2). All techniques that detect
changes in an artifact (A1) rely on cryptographic mech-
anisms to check artifact integrity, i.e., if it meets an
expectation.

Similar to credential transparency, step trans-
parency is a defense that covers both transparency and
integrity goals by making interference with a supply
chain step verifiably detectable (S3) Today’s defenses,
on the other hand, that aim to make software supply
chain DAG changes detectable (T1) largely focus on
providing integrity properties.
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4.6.2. Corrective Defenses
These defenses are active as their outcome is to

reduce the impact of actively occurring supply chain
problems, including availability attacks. That is, even
in the face of an attack or vulnerability, such defenses
correct the supply chain element to a known good or
stable state.

Like preventative defenses, corrective defenses are
in place a priori, but they are triggered after an incident
takes place.

Graceful degradation defenses have the objective
to maintain a baseline level of security in the software
supply chain, even when a compromise has occurred.

For principals, defenses that limit credential author-
ity (P3) ensures that supply chain steps the a com-
promised credential is not authorized to access remain
inaccessible. Similarly, mandatory access control in the
software supply chain aims to maintain a baseline level
of access restrictions to a resource (R1).

Redundancy techniques generally rely on a fallback
mechanism to restore a particular supply chain ele-
ment to normal function in the face of a compromise.
The basis of all principal defenses requiring multiple
principals to perform an authorization (P4) is to have
sufficient uncompromised principals available in the
event of an attack for a software supply chain step to
be carried out as expected.

4.6.3. Preventative Defenses
These defenses are proactive as their outcome is

to reduce the impact or prevent a specific threat from
occurring altogether. Such techniques are applied be-
fore their target supply chain element is deployed in
anticipation of potential risks, and thus they techniques
follow a preventative pattern.

Limitation defenses restrict the privilege or side
effects of a supply chain element with the goal of
minimizing the surface for confidentiality or integrity
attacks.

Ephemeral credentials constrain a compromised
principal by limiting the use of credentials temporally
(P1). Techniques that restrict the interface to an supply
chain resource’s environment (R2) or enforce strict en-
vironment boundaries (R3) spatially confine a resource
so that it may not operate outside its expected scope.

Correctness defenses have the goal of ensuring
correct behavior in supply chain steps by minimizing
the occurrence of errors or exploitable weaknesses, and
some even generating verifiable proofs of correctness.

All program analysis techniques to enforce expected
artifact behavior (A3) examine an artifact’s functionality
to detect anomalous functionality, with some tech-
niques like patch propagation and dynamic/ML-based
analysis correcting vulnerable behaviors. Determinis-
tic steps, on the other hand, enforce expected step
behavior (S1) via specifying prior configurations that
define correct and consistent step operations. Finally,
correctness and consistent results across a supply chain
DAG (T2) is achieved through reproducibility of an
entire DAG, a technique that leverages defenses for all
other supply chain elements.

Insight 4: Each software supply chain defense can be
characterized by its scope, context, and outcome. We
identify six recurring defense patterns, which we map
into three high-level security control types: detective,
corrective, and preventative.

5. Trends and Future Directions

Finally, we utilize the insights from above to derive
information about the state of software supply chain
defense practice to identify current trends and future
work directions. These trends can shed light in existing
gaps, as well as mis-allocated efforts which can in turn
guide new research directions. In order to identify these
gaps, we also utilize supply chain compromise data to
ground our study in empiricism.

5.1. Attack Distribution Across AStRA Elements

To validate the expressiveness of AStRA model and
the practical relevance of our security objectives, We
analyze the attacks in the In-Q-Tel (IQT) lab’s soft-
ware supply chain compromises dataset[12], which is a
foundational repository used across other software sup-
ply chain systematization literature such as Ladisa et
al. [98]. Though other datasets exist (e.g., Ohm et al.),
this dataset provides crucial information — the point of
compromise — and various classess of software supply
chain attacks (e.g., as opposed to malware samples).
The dataset covers 183 incidents with detailed descrip-
tions, categories, references, and timelines.

Building on this, we perform a comparative analysis
between AStRA ’s security objectives and the attack
classes represented in the dataset. Given the natural
with the Ladisa et al. SoK [98], we also utilize their
software supply chain attack taxonomy to create a
(compromise, attack_vector, security_objective_violated)
triple. Grounding our evaluation in this dataset allows
us to examine how documented compromises manifest
across AStRA elements and the overall DAG structure,
and to assess whether AStRA captures the breadth and
nuance of adversarial behaviors observed in practice.

To perform this mapping, we identified the type
of compromise each incident and matched it to the
affected AStRA element as well as the violated security
objective(s). For example, if the dataset reported key
leakage or unauthorized account access, we labeled
it as a principal compromise, if the cause involved a
compromised CI/CD service, or build tool, we labeled
it as a resource compromise, if it involves running
malicious build, we labeled it as a step compromise.
In cases where the compromise chain spanned mul-
tiple elements (e.g., a principal compromise leading
to a resource compromise), we recorded all affected
AStRA elements involved. For example, distributing a
malicious version of a package to include remote access
to users machines violates the expected behavior of an
artifact (A3), and detecting artifacts changes (A1). Extra
resources security objectives may have helped reducing
this risk (e.g. limiting resource privileges and restricting
environment interfaces «R1, R2» ).
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Our analysis demonstrates that all attacks in the
dataset can be represented using the AStRA elements
and mapped to the security objectives defined in our
defense-oriented taxonomy. Aggregating the incidents
by AStRA element reveals a pronounced skew in how
supply chain compromises manifest. Artifact-level at-
tacks overwhelmingly dominate, accounting for (82%),
reflecting the prevalence of malicious package injec-
tion, and dependency hijacking. The second common
category is resource related compromises (26%), which
indicate adversarial pressure on CI/CD environments,
privileged infrastructure, and isolation boundaries.

5.2. Security Objectives and Attack Trends

By encoding each attack as violations of security
objectives, we observe the normalized distribution of
attack trends across each security objective, as shown
in figure 2. It is clear from the figure that most of
the attacks concentrate on violating artifact and re-
sources objectives, while fewer attacks target structural
topology or step-level behaviors. The most frequently
violated objective is A3 (Expected artifact behavior en-
forced), which appears in 81% of the incidents, making
it by far the most heavily targeted property in real
compromises. Respectively, Artifact Integrity is the sec-
ond most targeted property (29%). Principal objectives
(P1–P3) collectively account for 36% of the incidents,
highlighting the persistent role of leaked, reused, or
improperly scoped credentials. This alignment between
attack patterns and our security objectives confirms
that the objective set is expressive enough to capture
known attack behavior and provides the foundation for
systematically assessing whether available defenses can
reduce the risk of these attacks to succeed.

Although academic defenses and industry tools dif-
fer in how heavily they invest in individual objectives,
the overall shape of their distributions of defenses in
Figure 2 mirrors the structure of the attack distribution.
In all three views: attacks, academic work, and tooling:
the dominant categories fall under artifacts, followed
by resources, then principals, with considerably less
activity in steps and topology. However, tooling shows
notable priority divergences. For example, it overinvests
in recording step operation (S2), allocating nearly 25%
of its focus to an objective that appears in less than
1% of attacks. This overinvestment likely reflects the
high perceived cost of pipeline failures, showing that
defense priorities are influenced by the expected oper-
ational and economical impact. A possible explanation
is that of the impact of a single incident on a particular
property — this asymmetry warrants further research.

Insight 5: Academic defenses align nearly five times
closer to real attack patterns than industrial tools,
indicating that while research attention better reflects
observed risk, more work is needed to bring tooling
into alignment with that risk, particularly in enforcing
expected artifact and step behavior (A3,S1) and in
detecting interference with steps (S3).

Using this empirical data, we now discuss gaps in
the software supply chain defense space, and discuss

Figure 2. Normalized distribution of software supply chain attacks,
academic, and tools references across security objectives

the high-level trend of security objectives addressed in
the literature (from Fig. 2).

5.3. Principal discussion & Research Gaps

Table 2 reveals that no individual approach is suf-
ficient to reduce the possible risks to the principals.
Practical defenses have combined multiple approaches
to provide stronger security properties. A promising
combination of One Time Passwords (e.g., OTPs ) with
multifactor authentication (e.g., two-factor authentica-
tion [63]) reduces risks in two key areas (P1, P3).
Despite the highly collaborative nature of today’s soft-
ware development practices, this widely adopted de-
fense combination primarily reduces risks for individual
principals, who represent single points of failure. Pro-
viding further security properties requires layering this
approach with others to raise the bar to compromise
an entire supply chain via a single principal.

Another promising combination of approaches are
short-lived credentials like those provided by Sigstore’s
Fulcio [151] and credential transparency: in fact, Fulcio
relies on CT [1] for the detection of compromise and
the added reliability of short-lived credentials issued,
reducing risks in three key areas (P1-P3). To raise
usability, Fulcio relies on OpenID Connect [2] and
timestamping services (RFC 3161) [15] for credential
generation and discovery. Layering these defenses with
additional approaches to address P4 would likely not
impact adoption costs significantly.
Research gaps. Several approaches in our analysis have
potential for addressing Principal risks, although they
have been studied only in other application domains.
Threshold schemes, for example, have been applied
in other use cases such as private information re-
trieval (e.g., [177]) and peer-to-peer membership con-
trol (e.g., [118]). However, to our knowledge, their ap-
plication in the software supply chain has yet to be
explored. Threshold schemes, for instance, meet several
principal security objectives (P3, P4); their applicability
to improve the reliability of authorization in the supply
chain is a promising future research direction.

In addition, credential transparency is a promising
approach to detect credential compromise. However,
its limited adoption for software supply chain security
warrants study to determine its applicability in practice.
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5.4. Artifacts discussion & Research Gaps

Perhaps the most noticeable aspect is the vast
prevalence of A3 as a security objective within software
supply chain scholarship, as shown in Figure 2. Work
in this domain is predominantly achieved by means
of standard program analysis techniques. Refocusing
efforts in other security objectives and techniques in
the artifacts domain will likely be a fruitful pursuit.

With regard to techniques, Table 2 shows that there
is no one-stop-shop to achieve all desired objectives,
nor are several single approaches enough to achieve
individual properties. Artifact and metadata signing, for
example, are both needed to fully achieve A1. Static and
dynamic analysis techniques are often combined for
improved results to identify and enforce the expected
artifact behavior (A3).

While composing systems to achieve all artifact
security objectives may be feasible (e.g., by means of
dynamic analysis and metadata signing), there is no
established best practice for doing so, nor have the
security implications of such combined systems been
studied. This is a stark contrast with other elements of
the model (see, e.g., the resources below), which have
garnered significant industry interest in establishing
guidance in the supply chain.
Research gaps. Some of the approaches evaluated have
seen varying degrees of adoption. This is evidenced
by the low adoption of solutions such as artifact and
metadata signing in critical areas such as package man-
agement [6, 97, 148]. For hashing, for instance, research
on mechanisms such as subresource integrity HTML
tags [36] may address known usability issues [35], but
more studies are needed on more defenses to under-
stand adoption barriers.

Work establishing better mental models about trust
in artifacts like packages through the above properties
is lacking. In particular, security policies for software
trust in different ecosystems are currently ad-hoc and
do not follow a principled definition based on white
or gray literature. That is, systems such as GPG have
provided mechanisms for developers to sign packages,
but they rarely develop infrastructure and processes to
verify that the right actor signed for the right artifact. In
addition, there is little research exploring the usability
and process challenges on proper definition and en-
forcement of policies.

Approaches such as ledger-backed systems face per-
formance and efficiency tradeoffs introduced by con-
sensus algorithms used to help achieve A2. Given that
these approaches can provide availability and privacy
properties [113] in addition to meeting objectives (A1,
A2), and these mechanisms provide strong deterrent
to attackers, more research is needed to reduce their
deployment cost.

5.5. Resources discussion & Research Gaps

As with prior supply chain elements, defense ap-
proaches for resources are complementary. However,
unlike other areas of the chain, the long-standing his-
tory of computer systems security research has led to
better compatibility between the evaluated approaches.

For instance, access control mechanisms are capa-
ble of operating at various levels of granularity de-
pending on a resource’s operating environment. Al-
though implementations such as AppArmor [172] pro-
vide application-level MAC, DAC can provide system-
level defenses. At the same time, filtering mechanisms,
such as netfilter [186] can provide system-level protec-
tion in addition to DAC and MAC within the system.
Virtualization then provides an additional level of iso-
lation in addition to access control and filtering.

We observe that resource defense approaches ap-
pear more frequently in industry security best-practice
documents that have been authored in response to
recent supply chain compromises. Most notably, the
Cloud Native Compute Foundation’s Software Supply
Chain Best Practices [38] and the Secure Software De-
velopment Framework (SSDF) by NIST [156] both de-
scribe a set of recommendations for configuring and
implementing more secure software supply chain re-
sources that rely on defense approaches including MAC,
filtering, and virtualization. The Supply Chain Levels
for Software Artifacts (SLSA) [154], which provides a
framework for incrementally implementing a hardened
build pipeline, also includes requirements for resource
isolation to ensure that build steps are performed with-
out external influence to meet higher security levels.
Research gaps. Academic research analyzing the secu-
rity of software supply chain resources thus far taken
primarily an attack-oriented view (e.g., [49]). Although
the design and application of access control and re-
source isolation techniques have been widely studied in
the academic systems community, research dedicated
to applying these defense mechanisms in the context of
software supply chain security is lacking; we see ample
opportunities to build upon defense-oriented academic
studies such as Gruhn et al. [69] and Ohm et al. [131].

For brevity, we do not extensively evaluate re-
source defense approaches such as bounds checking
(e.g., [176]), or more recent hardware-based techniques
such as trusted execution environments (e.g., [16, 21,
82, 111]). However, we observe in existing best prac-
tices guides that such approaches are underexplored
in supply chain settings. In particular, the inclusion
of hardware-based attestation primitives along with
software/provenance attestation seems like a natural
construction to explore.

The focus on reducing risks of building and pack-
aging resources [69, 131, 154] leaves an opportunity
for future research to explore existing and novel ap-
proaches for other software supply chain use cases.
More research is needed on the adoption of industry
best practices.

5.6. Steps Discussion & Research Gaps

The majority of step defenses work has focused
on mechanisms for recording step metadata to detect
tampering. Xia et al. [190], for instance, conducted a
study that focuses on current SBOM practices, tooling
and concerns from SBOM practitioners’ perspectives.
The study shows lack of SBOM adoption and problems
in enabling SBOMs benefits, due to various concerns
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regarding SBOM generation, distribution, consumption
processes.

Research gaps. In both academic and gray literature,
we observe a general lack of studies on preventing or
reducing risks that affect the correct execution or opera-
tion of software supply chain steps. Formal verification,
for instance, has been widely explored by the program-
ming language and software engineering communities,
though its application in the context of the software
supply chain remains underexplored. Furthermore, the
adoption of formal verification in resources for steps is
a promising research opportunity.

Although the design of consensus-based step de-
fense mechanisms has been the focus of an increasing
number of academic studies, their practical applicabil-
ity and adoption costs remain relatively underexplored.
Similarly, the design, development, and adoption of
step containment approaches at large is an area that
warrants further study.

5.7. Other Salient Points & Research Gaps

The software supply chain DAG shares many char-
acteristics with multi-party, distributed systems. Given
the focus on securing individual supply chain elements,
software supply chain security would greatly benefit
from more applying knowledge and from distributed
systems, such as fault tolerance and replication, to
address transitive risks.

Reducing Barriers to Adoption. Originally, we intended
to evaluate the tradeoffs and costs to adopt mecha-
nisms for software supply chain security. Unfortunately,
we found there are very little literature and formal
studies on how to deploy a particular approach. These
studies should cover human factors (e.g., training), us-
ability, and system requirements (e.g., extra servers).
Thus, we envision a green field for research in Usable
software supply chain security.

Moving beyond modeling threats. Our objective-driven
model is a first step towards systematically mapping
high-level security objectives and patterns to defenses.
We see an opportunity to expand upon our work
to design novel adoption-ready software supply chain
defenses. Beyond our preliminary work, we envision
future research that incorporates holistic cost-benefit
analysis frameworks for supply chain risk mitigation
with the goal of increasing adoption of supply chain
defenses.

Understanding the impact & security of AI-generated
software. Generative AI is playing an increasingly cen-
tral role in software development. According to a recent
survey [149], about 92% of developers in the U.S. rely on
AI-based tools. This rapid shift presents ample future
research opportunities to study the security implica-
tions of AI-generated code and address software and
supply chain security in this space.

Insight 6: There are four significant opportunities:
1) Studying defense adoption and usability. 2) De-
veloping deployable defenses grounded in human
factors. 3) Exploring foundational tools (e.g., trusted
execution environments) in supply chain contexts.
4) Formalizing trust models and policies for artifact
provenance.

6. Conclusions

This paper reframes the security of the software
supply chain from an attacker’s checklist to a defender’s
blueprint. By modeling chains as DAGs of principals,
artifacts, resources, and steps, we distill fifteen cross-
cutting security objectives and map academic and in-
dustrial mechanisms onto them, exposing three recur-
ring defense patterns. We further explore how these
patterns surface possible secure configurations, and
note trends in existing literature in the area of soft-
ware supply chain. With this in mind, we also surface
promising but underexplored lines of work.

By making shortcomings explicit and placing exist-
ing defenses on a common scaffold, we provide re-
searchers with a roadmap of open problems, practi-
tioners with guidance for defense prioritization, and
policymakers with levers for measurable requirements.
We hope that this objective-driven perspective catalyzes
a new generation of holistic, composable defenses ca-
pable of keeping pace with the dynamic, federated
nature of today’s software supply chains.
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Appendix A.
Generality and Fidelity of AStRA

To demonstrate that AStRA is not merely a theo-
retical exercise but a necessary framework for defense,
we validate its Generality (its ability to model diverse
ecosystems) and its Fidelity (its ability to explain real-
world attacks).

A.1. Generality

We evaluate the generality of our model using two
case studies widely studied in both scientific and gray
literature: Left-pad (npm) [127] and SolarWinds [55].
Left-pad is a single-developer npm workflow, we deter-
mined the supply chain for it by analyzing its source
code repository [4]. Succinctly put, the left-pad is a
linear source code repository that, when the main de-
veloper deems appropriate, uses git tags to mark the
release of a version. No automated pipeline is used
to release, suggesting that the developer uses a script
(i.e., [166] to upload the corresponding version to NPM.
The same principal is in charge of pushing the resulting
binary to a registry for consumers to download. Figure 3
represents the AStRA topology for Left-Pad.
SolarWinds is a multi-principal Tekton-based CI/CD
pipeline that uses a combination of hosted services
(e.g., GitHub) as well as self-hosted tools and infrastruc-
ture (e.g., Tekton) to provide a container build pipeline.
Of particular interest is the use of different principals to
report dependencies as a separate step. This is done this
way because the automated pipeline pre-fetches the
sources and installs them on the build infrastructure at
the time of build. One possible reason for this is that
developers need clearance and oversight when selecting
third-party components. Separately, developers build
their own source code and host it in a social coding
platform, which is then tagged and released for build by
the Tekton pipeline manager. The same principal is in
charge of pushing the resulting binary to a registry for
consumers to download. Figure 4 represents the AStRA
topology for SolarWinds.
Debian’s Reproducible Builds Large software ecosys-
tems naturally produce sizable AStRA graphs, moti-
vating dedicated tooling for their construction and
analysis. To evaluate AStRA model practicality at scale,
we have implemented a prototype that automatically
generates AStRA graphs from Debian’s reproducible-
builds metadata [7], which covers more than a decade
of Debian packaging activities. The resulting graph con-
tains approximately 9 million nodes (≈ 7 M artifacts,
285 K resources, 1.3 M steps, and 1.2 K principals)
and 407 M edges, with an average of ≈ 302 edges per
step. These aggregate statistics confirm that AStRA can
realistically represent production-scale supply chains
and that such graphs are amenable to automated pro-
cessing using existing graph-analysis frameworks (e.g.,

NetworkX, Neo4j). To show generality, we present an au-
tomated AStRA representation of a Debian buildserver
using buildinfo [7] metadata on Figure 5.

Modeling SolarWinds, Left-pad, and Debian builds
supply chains using the same four-element abstraction
(Principals, Steps, Resources, and Artifacts) and without
altering the schema, demonstrates that AStRA general-
izes across manual and automated, single- and multi-
actor workflows.

A.2. Fidelity

To evaluate this property, and given that we have
proved the generality of our model, we will use it to
analyze widely-known supply chain attacks on both
SolarWinds and left-pad supply chains. We show how
each compromise materializes within an AStRA model.
Left-Pad was un-published by its author, as part of a
dispute over a package name with the administrators
of the npm package manager [146]. Since this was
done without warning to the developers of the projects
that depended on it, this affected many thousands of
projects and npm observed hundreds of build failures
per minute for the dependent projects and their de-
pendents [146]. Based on our conceptual model, the
artifact removal imposes a topological risk on all the
software supply chain topologies that used left-pad as
a direct or transitive dependency. This topology risk
can be reduced using resource replication techniques
to prevent a dependency from being a single point of
failure in the build steps.

Open source package managers can benefit from
analyzing the software supply chain topologies of the
software they publish, to prevent incidents such as
Left-Pad. Packages with high out-degrees can represent
single point of failure, while packages with long depen-
dency chains increase transitive risk.
SolarWinds In 2019, a sophisticated adversary used
the SolarWinds Orion platform to plant stealthy back-
doors in the networks of thousands of US government
agencies and companies around the world [9, 141].
Although “SolarWinds” is used to refer to a single com-
promise, it was a campaign with multiple stages. The
attackers injected malicious code known as Sunburst
(aka Solorigate) into Orion during the build process.
The report describes the reuse of credentials on the
principals who carry out the build process. In this case,
the nodes affected in Figure 4 were the CI/CD controller
principals.

Further, the properties of the network structure can
improve the analysis of assets and elements involved
in a supply chain. For example, identifying principals
with high out-degree would suggest an excess of priv-
ilege (and thus a higher compromise surface). Similar
analysis on out-degree can be used to indicate artifact,
resource, or even step criticality.

In both attacks, AStRA correctly localizes the source
of the compromise (credential misuse or single-point
dependency) and can trace its transitive effects across
the supply chain.

This validation is critical for the systematization of
this paper, as this allows us to confirm that Principals,
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Artifacts, Resources, Steps, and the DAG Structure cre-
ate a model for defense. Consequently, the taxonomy
we present is explicitly structured around these five
elements. By securing these five objectives, we can
mathematically assert coverage over the known classes
of supply chain attacks.

Appendix B.
SoK Methodology (Complements §2)

From Phase 1 of our systematization, we identified
671 potential software supply chain security papers.
Table B summarizes the venues represented in this
corpus and lists each conference along with the number
of papers contributed by that venue.

Fig. 6 shows the yearly distribution of references
categorized by their primary focus, highlighting trends
in academic attention within the software supply chain
security field. We can see an overall growth in this
area, with initial papers focusing on defenses, while
most of the papers in recent years tend to do analysis
(e.g., measurement studies of the state of security in
the supply chain ecosystem). This is representative of
a mature ecosystem, where researchers can measure
the adoption of security practices. Consistent with this
maturity, we can see that surveys and SoKs started in
2023. As mentioned above, a previous SoK focused on
attacks [98], and a more recent one [74] focuses only on
docker attacks and defenses. Our goal is to complement

TABLE 3. CONFERENCES USED TO SEED OUR SEARCH.

Conference Paper Count

IEEE Symposium on Security and Privacy (US & Europe) 97
USENIX Security Symposium 137
ACM Conference on Computer and Communications Security
(US & Asia)

138

Network and Distributed System Security Symposium 10
Annual Computer Security Applications Conference 33
IEEE Computer Security Foundations Symposium 8
European Symposium on Research in Computer Security 35
Privacy Enhancing Technologies Symposium 16
International Symposium on Research in Attacks, Intrusions
and Defenses

16

Detection of Intrusions and Malware, and Vulnerability
Assessment

6

International Conference on Software Engineering 109
Software Engineering in Practice (ICSE track) 12
Mining Software Repositories 26
USENIX Annual Technical Conference 8
Networked Systems Design and Implementation 12
Operating Systems Design and Implementation 8

Total 671

these previous efforts by focusing on defenses against
a wide range of supply chain threats.

Table 4 contains 6 well-known papers from industry
literature, and 24 tools/frameworks that were added to
our corpus of academic literature.

Appendix C.
Taxonomy (Complements §4)

We present a version of our proposed software sup-
ply chain defenses taxonomy that lists all 76 papers and
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Figure 5. An automated supply chain representation for 990 debian builds.

Figure 6. Reference counts by year and primary focus category (De-
fense, Attack, Security Analysis, Survey) in the software supply chain
literature.

industry sources we systematized in table 5.
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TABLE 4. DEFENSE WORKS EXTRACTED FROM GRAY LITERATURE AND

INDUSTRY TOOLS.

Name Reference Type
SCITT (IETF) [26] White Paper
NIST SP 800-204D [33] White Paper
CIS Software Supply Chain
Security Guide

[114] White Paper

Linux Handbook: The Soft-
ware Release Life Cycle in
DevOps: Why Reinvent The
Model?

[25] White Paper

CNCF: Software Supply
Chain Best Practices

[38] White Paper

PEP 480 – End-to-end sign-
ing of packages

[96] White Paper

Fulcio [151] Tool
Certificate Transparency [1] Tool
GitHub repository roles [62] Tool
NPM roles [126] Tool
Yubico (hardware MFA) [195] Tool
Git commit signing (GPG) [60] Tool
GitHub commit signing [61] Tool
Maven Maven GPG plugin [56] Tool
Docker Content Trust [47] Tool
Binary Transparency on
Firefox

[5] Tool

Sigstore [150] Tool
Scorecards [133] Tool
Coverity static analysis [162] Tool
AppArmor [172] Tool
SELinux [8] Tool
eBPF filtering [52] Tool
AMD64 Hardware virtualiza-
tion

[13] Tool

Intel Virtualization Technol-
ogy

[173] Tool

in-toto [81] Tool
Trivy [24] Tool
Supply-chain Levels for Soft-
ware Artifacts (SLSA)

[154] Framework

Software Bill of Materials
(SBOM)

[164] Framework

System Package Data Ex-
change (SPDX)

[157] Framework

System Package Data Ex-
change (SPDX)

[157] Framework
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TABLE 5. SUPPLY CHAIN DEFENSE TECHNIQUES MAPPED TO SECURITY OBJECTIVES AND DEFENSE PATTERNS. DENOTES A TECHNIQUE THAT MEETS AN

OBJECTIVE AND FALLS UNDER A DEFENSE PATTERN. DENOTES CONDITIONAL/LIMITED FULFILLMENT. " DENOTES A POTENTIAL CONFLICT WITH

OTHER OBJECTIVES. ✓DENOTES A DEFENSE TECHNIQUE THAT WAS DEVELOPED SPECIFICALLY FOR THE SOFTWARE SUPPLY CHAIN.

AStRA Element
Supply
Chain

Specific?

Academic
References

Industry
References

Security Objective
Defense Pattern

Detective Corrective Preventative

Tr
an

sp
ar

en
cy

In
te

gr
it

y

G
ra

ce
fu

l
d

eg
r.

R
ed

u
n

d
an

cy

Li
m

it
at

io
n

C
o

rr
ec

tn
es

s

Principals P1 P2 P3 P4
ephemeral credentials [121] [151]
secret scanning [200]
credential transparency [121] [1]
role separation [92] [62, 126]
multi-factor authentication [195]
separation of privilege [38]
threshold authorization [121, 168]

Artifacts A1 A2 A3
hashing [175]
artifact signing [121] [56, 60, 61]
metadata signing ✓ [88] [47]

artifact transparency ✓ [113, 121]
[5, 133,

150]
ledger-based systems [18]

static analysis

[51, 64, 77, 78,
84, 99, 100,

117, 147, 155,
185]

[162]

patch propagation ✓ [50, 106, 107] "

dynamic analysis
[30, 75, 77, 100,
128, 136, 155,
174, 181, 192]

"

ML-based analysis
[65, 84, 85, 100,
122, 147, 189]

"

Resources R1 R2 R3
mandatory access control [8, 38, 172]
filtering [14] [52]
virtualization [69] [13, 173]

Steps S1 S2 S3
deterministic steps ✓ [41, 119, 191]

step transparency ✓ [168]
[24, 81, 154,

157, 164]
step consensus ✓ [54, 123] [26]
static analysis [112, 188]
ML-based analysis [73]

Supply Chain Structure T1 T2
supply chain layout integrity ✓ [168] [81]
supply chain reproducibility ✓ [191]
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